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Reservoir systems with multiple operators can benefit from coordination of operation policies. To max-
imize the total benefit of these systems the literature has normally used the social planner’s approach.
Based on this approach operation decisions are optimized using a multi-objective optimization model
with a compound system’s objective. While the utility of the system can be increased this way, fair
allocation of benefits among the operators remains challenging for the social planner who has to assign
controversial weights to the system’s beneficiaries and their objectives. Cooperative game theory pro-
vides an alternative framework for fair and efficient allocation of the incremental benefits of cooperation.
To determine the fair and efficient utility shares of the beneficiaries, cooperative game theory solution
methods consider the gains of each party in the status quo (non-cooperation) as well as what can be
gained through the grand coalition (social planner’s solution or full cooperation) and partial coalitions.
Nevertheless, estimation of the benefits of different coalitions can be challenging in complex multi-
beneficiary systems. Reinforcement learning can be used to address this challenge and determine the
gains of the beneficiaries for different levels of cooperation, i.e., non-cooperation, partial cooperation,
and full cooperation, providing the essential input for allocation based on cooperative game theory. This
paper develops a game theory–reinforcement learning (GT–RL) method for determining the optimal
operation policies in multi-operator multi-reservoir systems with respect to fairness and efficiency
criteria. As the first step to underline the utility of the GT–RL method in solving complex multi-agent
multi-reservoir problems without a need for developing compound objectives and weight assignment,
the proposed method is applied to a hypothetical three-agent three-reservoir system.

� 2014 Elsevier B.V. All rights reserved.
1. Introduction

Economies of scale and negative externalities can potentially
provide incentives for cooperation in multi-beneficiary resource
management systems (Asgari et al., 2014). Multi-operator multi-
reservoir systems provide a good example of multi-beneficiary
resource management systems in which coordination of operation
policies can create opportunities to increase the total benefits of
the system. Such opportunities have encouraged a large group of
researchers to use optimization models to develop operation poli-
cies that can maximize the total benefits of multi-reservoir sys-
tems (Labadie, 2004). Given the variety of multi-reservoir system
operation problems and the difference in their complexity, a range
of optimization methods have been applied to multi-reservoir
problems, including linear programming (Willis et al., 1984), suc-
cessive linear programming (Hiew, 1987), mixed-integer linear
programming (Needham et al., 2000), successive quadratic pro-
gramming (Tejada-Guibert and Stedinger, 1990), method of multi-
pliers (Arnold et al., 1994), dynamic programming (Lee and
Labadie, 2007), chance constrained programming (Loucks and
Dorfman, 1975), stochastic linear programming (Thomas and
Watermeyer, 1962), stochastic dynamic programming (Mousavi
and karamouz, 2003), sampling stochastic dynamic programming
(Kelman et al., 1990), network flow optimization (Lund and
Ferreira, 1996) and reinforcement learning (Lee and Labadie,
2007; Mahootchi, 2009).

While the literature is rich in using optimization models to
maximize the benefits of multi-reservoir systems, less attention
has been paid to distribution of the incremental benefits of coordi-
nation in such systems. Cooperative game theory (CGT) can help
with finding fair and efficient allocation of the incremental benefits
of cooperation. Given the difference in notion of fairness, various
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CGT methods propose different allocation solutions. Thus, stability
analysis methods are employed to determine the most stable CGT
allocation solution with the highest acceptance likelihood in each
particular cooperative setting. CGT has been applied to different
cost/benefit sharing problems in the water resources field
(Parrachino et al., 2006; Madani, 2010) such as cost sharing of a
joint enterprise (Nakayama and Suzuki, 1976), cost sharing among
municipalities (Young et al., 1982), multi-objective management of
a regional aquifer (Szidarovszky et al., 1984), water quality control
by farmers (Ratner and Yaron, 1990), management of a regional
water development project (Dinar, 2001), basin-wide cooperative
water resources allocation (Wang et al., 2008), benefit and water
allocation in inter-basin water transfer projects (Sadegh et al.,
2010), hydropower licensing (Madani, 2011), sharing transboun-
dary water systems (Teasley and McKinney, 2011; Imen et al.,
2012), and cooperative management of shared aquifers (Madani
and Dinar, 2012), among others.

CGT helps finding the share of each cooperating party from the
overall gain, such that all parties remain cooperative. In order for
the grand coalition (cooperation among all parties) to be stable,
parties must not have any incentive to act non-cooperatively (in
a singleton coalition) or form partial coalitions. This means that
their gains from participation in the grand coalition must be
greater than their possible gains through participating in partial
or singleton coalitions. So, to determine the fair and efficient allo-
cation of benefits, CGT considers the values (obtainable benefits) of
all possible coalitions of players. Calculation of all coalition values
can be challenging in problems with more than a few players, espe-
cially in problems with multiple time-steps (e.g., when players
need to make monthly decisions with the objective of maximizing
their gain over 20 years). This is because not only the players par-
ticipating in a given coalition would act differently from the status
quo, but also because the players who do not join the coalition
would change their strategies in response to changed behavior of
the other players. In such situations both groups of players (coop-
erating and non-cooperating) develop their best response strate-
gies resulting in a new equilibrium for which the obtainable
benefits of existing coalitions need to be determined. A consider-
able computational effort is required to calculate the obtainable
benefits of all possible coalitions under their best response strate-
gies in games with multiple players. Given the involved complex-
ity, the water resources literature has either overlooked the
significance of the possibility of partial coalitions and modifying
the best response strategies, or made simplifying assumptions to
determine the value of partial coalitions in complex multi-period
problems with interacting agents.

To address the existing limitations in the literature this paper
develops a new game theory–reinforcement learning (GT–RL)
method for solving complex multi-period multi-beneficiary games
with interacting agents. Reinforcement learning (Sutten and Barto,
2000) is a simulation-based optimization method which relies on
interacting agents to find the optimal (or near-optimal) solution.
RL is employed here to develop best response strategies under all
possible coalitions in the game and to calculate the obtainable coa-
lition benefits, providing the required information for CGT solution
methods in order to determine fair and efficient allocations of the
incremental benefits of cooperation. To show the applicability of
the proposed method (Fig. 1), GT–RL is applied to a hypothetical
numerical three-operator three-reservoir system in which parties
can increase their gains from cooperative hydroelectricity
production.

Generally, the GT–RL method (Fig. 1) has three major steps.
First, the obtainable benefits under each possible coalition are
obtained by applying the RL algorithm. Then, CGT solution meth-
ods are applied to find fair and efficient allocations of the incre-
mental benefits of cooperation among the agents based on
different notions of fairness. Finally, stability of each CGT allocation
solution is examined using the stability analysis methods to find
the allocation solution with the highest acceptance potential. Dif-
ferent components of the GT–RL methods are described in the fol-
lowing sections.

2. Cooperative game theory

CGT is concerned with allocating the incremental benefits of
cooperation among the cooperating parties. So, CGT is only appli-
cable when cooperation would generate extra benefits. A necessary
condition for full cooperation is that each cooperating party’s coop-
erative gain is higher than what he can achieve non-cooperatively
or by participation in smaller coalitions. The interest is normally in
the grand coalition involving all players, provided that the maxi-
mum incremental benefit is achievable when all parties cooperate.

The following three conditions form the core of the cooperative
game, i.e., the set of all allocations that are potentially acceptable
by the cooperating parties:

u�i P ui 8i 2 N ð1Þ
X
i2s

u�i P vðsÞ 8s 2 S; S # N ð2Þ

X
i2N

u�i ¼ vðNÞ ð3Þ

where u�i is the benefit share of the player i under cooperation, ui is
the player i’s status quo (non-cooperative) gain, N is the number of
players, v(s) is the total gain of coalition s, and v(N) is the total gain
of the grand coalition involving all players.

The first equation sets the individual rationality condition,
requiring that the cooperative gain of each player would be greater
than his status quo (non-cooperative) gain. The second conditions
sets the group rationality condition, requiring that the total of
cooperative gains of any subset of players (subset of N) would be
greater that their total gain if they form a coalition together. This
condition does not leave any incentive for the players to leave
the grand coalition in order to form partial coalitions. The third
equation sets the efficiency condition, requiring the total gain
under cooperation is fully allocated to the members of the grand
coalition.

Based on different notions of fairness, researchers have pro-
posed various solution methods to develop a unique ‘fair’ cooper-
ative solution. In general, allocation solutions, which do not
belong to the core have no practical value. While any solution
belonging to the core is potentially acceptable by the cooperating
parties, they might have different preferences over the core solu-
tions. Researchers have shown more interest in using CGT solution
methods that select the single allocation solution from the core.

Three of the most commonly used CGT solution methods for
allocation of the cooperative gains are reviewed here.

2.1. Nash–Harsanyi bargaining solution

Harsanyi (1959) suggested the following optimization model
for finding the fair cooperative solution for the n-player bargaining
game over sharing the cooperation benefits as an extension to the
2-player bargaining solution proposed by Nash (1953).

Max
Yn

i¼1

ðu�i � uiÞ ð4Þ

subject to the core conditions (Eqs. (1)–(3)).
This optimization model maximizes the product of the incre-

mental gain of the players from cooperation. The optimization
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Fig. 1. The general procedure of developing stable cooperative reservoir operations solutions based on the RL–GT method.
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constraints (Eqs. (1)–(3)) ensures that the optimization solution
belongs to the core if the core is non-empty.

2.2. The Shapley value

Shapley (1953) proposed the following equation for calculation
of the fair gain of the players from cooperation:

u�i ¼
X

S # N
i 2 S

ðn� jsjÞ!ðjsj � 1Þ!
n!

ðvðsÞ � vðs� figÞÞ ð5Þ

where n is the total number of players, |s| is the number of members
in coalition s, and v(s � {i}) is the value of coalition s without mem-
ber i.

Shapley’s solution concept – Shapley value – defines a unique
symmetric payoff vector. It determines the fair allocations based
on the weighted average of the players’ contributions to different
coalitions and sequences, and assigns a zero gain to null players
(players whose inclusion in the coalition does not result in any
incremental benefit).

2.3. Nucleolus

Nucleolus (Schmeidler, 1969) is another commonly used coop-
erative game theoretic solution method. To find the fair allocation
Nucleolus minimizes the dissatisfaction of the most dissatisfied
coalition by imposing tax (e) to all coalitions and keeping them
in the core. The optimal level of tax and the allocation solution
based on the Nucleolus concept can be determined using the
following optimization model:

Max e ð6Þ

subject to:

e 6
X
i2s

u�i � vðsÞ 8s 2 S; S # N

Eq: ð3Þ

ð7Þ

where
P

i2su
�
i � vðsÞ is the loss of players in coalition s if they leave

the grand coalition.
The above optimization model has a unique solution belonging

to the core if the core is not empty.

3. Reinforcement learning

Estimating the values of all possible coalitions (v(s)) is essential
to successful application of CGT concepts (e.g., Nash–Harsanyi,
Shapley and Nucleolus). As discussed earlier, calculation of coali-
tion values can be challenging in complex multi-step multi-agent
water problems with significant externalities, especially when
non-cooperative parties have a chance to change their strategies
in response to formation of partial coalitions by other players.
Multi-agent reinforcement learning (RL) can be used to address
this challenge and derive the best response strategies of all combi-
nations of non-cooperative (staying out of coalitions) and cooper-
ative (participating in coalitions) players.

Inspired by behaviorist psychology, RL (Sutten and Barto, 2000)
is a simulation-based optimization method that utilizes interacting
agents to find the optimal (or near-optimal) policy of an agent
through interaction with an environment that includes all other
active agents. Based on this evolutionary computational method,
the learner (agent) is trained to take optimal (or near-optimal)
actions through interaction with the environment. In contrast to
supervised learning methods requiring example policies to be pro-
vided by an external supervisor (e.g., Artificial Neural Networks),
the RL-based learning process is conducted through interaction
with a dynamic environment and by analyzing the feedbacks from
earlier decisions (Sutten and Barto, 2000).

RL comprises two main elements, the agent (learner) and the
learning environment. Through a learning process, the agent finds
out the set of optimal actions that can affect the environment. The
agent has to be able to take any action included in the set of admis-
sible actions, defined by the modeler (e.g., different values of water
release from a reservoir) and to sense the feedbacks of his actions.
Feedback is the only guide for the agent to improve its decisions.
Environment is defined as the set of states which the agent might
visit. The aim of learning is to find the optimal action in each state.
In simple reservoir operations, for example, the agent can be the
operator who makes release decisions. The set of discrete reservoir
storage levels can be considered as the environment. The objective
of learning in this case would be finding the best release strategy
for a given level of storage with respect to the operation objec-
tive(s) (e.g., maximizing the hydropower generation profits, mini-
mizing expected flood costs, minimizing water shortage costs,
maximizing recreational benefits) and constraints (e.g., upper
and lower storage/release levels, maximum ramping rate, maxi-
mum temperature).

Q-Learning (Watkins, 1989; Watkins and Dayan, 1992) is one of
the commonly used RL techniques for finding the optimal policy
(set of actions) for any finite Markov decision process. Q-Learning
is a simulation-based version of Stochastic Dynamic Programming
(SDP) (Gosavi, 2003). Based on this method, the value function of
SDP, which is a value defined for every pair of action–state, is esti-
mated using the Robbins–Monro algorithm (Robbins and Monro,
1951). The value function here has the same meaning as in SDP
and includes two main components: immediate reward and accu-
mulated reward. Because in RL the learning process is imple-
mented by direct interaction with the environment, value
functions have to be updated after each interaction using the fol-
lowing equation (Gosavi, 2003):

Qnewðs; aÞ ¼ Q oldðs; aÞ þ a

� rss0 ðaÞ þ c maxb2Aðs0 ÞQ oldðs0; bÞ � Qoldðs; aÞ
� �

ð8Þ

where Q(s, a) represents the accumulated reward of the agent once
the agent takes action a in state s; the subscript old/new refers to
before/after taking action a; s0 is the next state; rss0 ðaÞ is the imme-
diate reward when action a is taken for transition from state s to
state s0; b 2 A(s0) is an action from the set of admissible actions
(defined by the modeler) in state s0 (A(s0)); a is the learning param-
eter (i.e., the rate by which the Q-factors are updated) equal to 1/
(NOV (s, a)); NOV (s, a) is the number of times that action–state pair
(s, a) has been visited (tried) so far; and c < 1 is the discount factor
which depreciates the effect of agent’s previous decisions on the
accumulated reward.

Theoretically, RL will converge to an optimal policy if (Gosavi,
2003):

1. a ¼ 1
NOVðs;aÞ 8s; a

2. c < 1
3. NOVðs; aÞ ! 1 8s; a

Since meeting the third condition is computationally intensive,
RL convergence can be ensured by reasonable manual modification
(tuning) of the solution algorithm variables/parameters to speed
up the convergence process. Appropriate values of the tuning vari-
ables are normally determined through an iterative process involv-
ing exploratory runs by the modeler, who ensures that learning
curves of the agents do not show instabilities and unreasonable
behavior. Tuning involves setting a ¼ A0

NOVðs;aÞ, determining a value
for A0 (where A0 < 1), and adjusting c to reduce the effects of initial
observations of the agent on the final solution. Heuristic action
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taking methods such as e-greedy (Gosavi, 2003) (illustrated later)
can be employed to help the agent make better decisions and suf-
ficiently visit the near-optimal solutions.

The water resources literature includes application of RL to dif-
ferent problems. Bergez et al. (2001) compared the performance of
RL with DP in identifying optimal starting irrigation strategies
when a limited amount of water is available for irrigation. They
concluded that RL outperforms DP when the budget of simulations
is limited due to computational constraints. Lee and Labadie (2007)
applied Q-Learning to a two-reservoir system in South Korea to
find the optimal operational policy. Performance of Q-learning
was compared with some SDP-based optimization methods includ-
ing Sampling Stochastic Dynamic Programming (SSDP) and impli-
cit stochastic optimization using Dynamic Programming (DP).
Their results showed that Q-learning outperformed the other two
methods. Mahootchi et al. (2007) used an opposition-based tech-
nique to speed up the convergence of Q-learning in reservoir oper-
ations problems. Castelletti et al. (2010) developed a new method
based on RL and tree-based regression to improve the computa-
tional efficiency of the learning process. In comparison with SDP,
the tree-based RL was found to have a better performance and to
be computationally more tractable.

The reviewed water resources studies have used RL as a heuris-
tic optimization method to solve non-linear optimization problems
in a social planner mode, where a single central decision maker
(learning agent) optimizes its decisions to maximize the com-
pound benefits of the system. Due to its nature, RL also has a strong
potential to solve multi-agent problems in which each agent or
group of agents simultaneously and independently maximize their
own objective functions, creating externalities for each other. This
study shows how to take advantage of this capability of RL in an
example multi-agent multi-period problem. In this hypothetical
numerical problem, the operators of three interconnected hydro-
power reservoirs try to coordinate their strategies in order to max-
imize their benefits while challenged with finding a fair and
efficient allocation scheme to share the incremental benefits of
cooperation.
4. Numerical example

The proposed GT–RL method (Fig. 1) is applied to a hypothetical
multi-reservoir system. The example system (Fig. 2) includes three
Fig. 2. Schematic representation of the example problem.

Table 1
Hydroelectricity production profit per unit of water release ($/cubic meters).

Jan Feb Mar Apr May Jun

R12 0.210 0.200 0.190 0.180 0.170 0.160
R13 0.210 0.200 0.190 0.180 0.170 0.160
R2 0.005 0.005 0.005 0.005 0.005 0.005
R3 0.005 0.005 0.005 0.005 0.005 0.005
reservoirs, connected through channels. These reservoirs are used
for hydroelectricity production. For simplicity, the benefit of power
generation is assumed to be a linear function of release. It is also
assumed that these reservoirs are high-head single-purpose units
with negligible head-storage effects (similar to the single-purpose
high-head hydropower production reservoirs in California (Madani
et al., 2014a)).

The following two sections present the objective function of the
agents and their operations constraints in the hypothetical exam-
ple. Sections 4.3–4.5 describe the procedure of finding the best
response strategies of the agents and calculation of the obtainable
benefits under all possible coalitions (grand coalition, partial coali-
tions and singleton coalitions). Sections 4.6 and 4.7 present the
resulting game theoretic allocation solutions and the procedure
for finding the most stable allocation solution.

4.1. Objective function

The objective of each agent i is to maximize the annual revenue
of hydroelectricity generation from the reservoir it is operating by
finding the best monthly release policy (rule curve):

Max
XN

j¼1

XT

t¼1

bt
i � Rt

ij ð9Þ

where Rt
ij is the amount of release from reservoir i to reservoir j

through the ij channel in month t (j is emitted from the equation
when there is no reservoir at the end of the release channel), bt

i is
the benefit per unit of water release in month t (Table 1), and N is
the number of channels below reservoir i.

It is assumed that the average cost per unit energy produced is
constant in the whole system (irrespective of the choice of reser-
voir for energy generation). In this case, revenue maximization is
a surrogate for profit maximization.

4.2. Major optimization constraints

4.2.1. Continuity equation
This equality constraint is imposed for conservation of mass:

Stþ1
i ¼ St

i �
XN

j¼1

Rt
ij þ It

i � v t
i þ
XN

j¼1

Rt
ji; 8i ¼ 1 . . . N & t ¼ 1 . . . T ð10Þ

where It
i is the amount of inflow to reservoir i in month t (Table 2)

and St
i is the volume of stored water in reservoir i, v t

i is the water
loss at reservoir i in month t, including evaporative and seepage
losses. The value of release from one reservoir to another is always
is zero when the two reservoirs are not connected directly.

4.2.2. Storage limits
The water storage in the reservoir should be kept within a cer-

tain range to maintain the required head for hydropower opera-
tions without creating an excessive risk of flooding:

Si;min 6 St
i 6 Si;max ð11Þ

where Si,max and Si,min are the maximum and minimum volume of
stored water in reservoir i, respectively (Table 3).
Jul Aug Sep Oct Nov Dec

0.010 0.010 0.010 0.010 0.010 0.010
0.010 0.010 0.010 0.010 0.010 0.010
0.180 0.190 0.200 0.210 0.220 0.230
0.180 0.190 0.200 0.210 0.220 0.230



Fig. 3. Single-agent (grand coalition operations).

Table 2
Monthly reservoir inflows (MCM).

Jan Feb Mar Apr May Jun Jul Aug Sep Oct Nov Dec

Reservoir 1 117.3 143.0 62.3 31.2 20.8 11.7 4.5 4.8 5.2 4.8 7.5 61.6
Reservoir 2 85.5 99.8 56.0 44.8 34.2 17.5 10.3 7.6 6.3 5.5 6.8 38.6
Reservoir 3 42.1 47.4 22.1 16.2 12.7 17.4 14.8 5.3 5.3 4.3 5.6 19.7

Table 3
Upper and lower bounds of release and storage (MCM).

Rmax Rmin Smax Smin

Reservoir 1 To reservoir 2 100 0 300 0
To reservoir 3 70 0 0 0

Reservoir 2 200 0 150 0
Reservoir 3 150 0 100 0
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4.2.3. Release limits
The release constraints are imposed by the maximum capacity

of outlets or downstream reaches and the minimum required envi-
ronmental flows (if any).

Rij;Min 6
XN

j¼1

Rt
ij 6 Rij;Max ð12Þ

where Rij,Max and Rij,Min are maximum and minimum releases from
reservoir i, into channel ij, respectively (Table 3).

4.3. Optimization in the social planner mode (grand coalition)

Conventional systems engineering applications in the water
resources management context normally optimize the system in
the social planner mode. The inherent assumption of this type of
planning is that the interest is in maximizing the social welfare
of the system based on collective action. So, in this case, the social
planner assumes that the parties are willing to fully cooperate
based on group (collective) rationality in order to maximize the
total benefits of the system (Madani and Dinar, 2012).

Past applications of RL in water resources planning also maxi-
mize the benefits in the social planner mode, putting one agent
in charge of the whole system. Similarly, to calculate the total
obtainable benefits by the grand coalition, we can assume that
the 3-reservoir system is run by a single agent (Fig. 3) who tries
to maximize the total benefits of the system. In the grand coalition,
the state of the social planner agent is a vector of storages in
reservoirs 1–3 and its action is a vector of releases from these
reservoirs.

Here, the number of learning episodes was set to 100, each con-
taining 100 years of simulation. This means that the agent starts by
learning through 100 years of simulations (episode 1). The system
is reset then to a new (random) initial state and the learning pro-
cess continues for another 100 years (episode 2). This process con-
tinues for 100 episodes. Selection of the number of required
episodes and simulation steps (years in this case) is one of the
model tuning steps. Longer episodes and simulation periods are
more desirable in general when there is no computational budget
limitation. The number and length of learning episodes are
selected based on the preliminary (exploratory) model runs and
must to be sufficiently large to ensure convergence to the optimal
solution. Exploratory runs in this study suggested that 100 epi-
sodes would be sufficient for RL’s convergence in all three model-
ing modes. As another tuning element, A0 was also set to 0.9 for all
model runs in this study.

The steps of learning process of a single (social planner) agent in
charge of the whole system are as follows:

1. For each episode n = 1, . . .,100
1.1. For each year y = 1, . . .,100

1.1.1. For each month t = 1, . . .,12
1.1.1.1. Take action: The social planner agent takes

action a from a set of admissible (feasible) actions defined
by the modeler. This action is a vector of releases from all
three reservoirs.

In this study, we use e-greedy as a heuristic action
taking method to improve the learning process. Based on
the e-greedy method (Gosavi, 2003), the agent might take a
random action with a probability of e (exploration) or takes
the best (current) action with a probability of 1 � e
(exploitation). The current best action is the best action
based on agent’s current knowledge and might change as
the learning proceeds. Exploration ensures that the agent is
not stuck in a local optimum by giving the agent a chance of
taking random actions. The probability of exploration
diminishes in the later stages of the learning process. Here,
we assumed that e decreases linearly from 1.0 in episode 1
to 0.5 in episode 100 as the agent gains more experience.

It is noteworthy that a sufficiently large number of
episodes helps ensuring that the agent is provided with
sufficient exploration opportunities to avoid local optima.
Also, given that each episode is independent from other
episodes and has random initial conditions (e.g., reservoir
storage level), having more episodes minimizes the effect of
the initial conditions on the optimum policy developed by
the agent and lets the agent explore different initial
conditions.

1.1.1.2. Calculate the immediate reward: Assuming that
the agent is in state s and will move to state s0 by taking
action a (a vector of Rt

ij), the feedback of action a in state s

ðrt
ss0 Þ is calculated using Eq. (13):

rt
ss0 ¼

XN

i¼1

XN

j¼1

bt
i � Rt

ij ð13Þ

(continued on next page)
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If the decision taken in step 1.1.1.1 is not feasible, the
agent does not receive a full reward. In other words, the
actual reward will be less than the perceived reward. For
example, if the agent decides to release 20 units of water
while the available water is 10 units only, the agent gets
rewarded for releasing 10 units (all the available water)
only which will be less than the perceived reward for 20
units. Based on this feedback the agent learns to avoid
infeasible release strategies in the future years/episodes
whenever making decisions in the exploitation mode
(based on past decisions) as opposed to the exploration
(random) mode that ignores previous feedback.

1.1.1.3. Update the Q-factor: Based on the feedback
received in step 1.1.1.2, the agent updates its Q-factor using
the following equation:

Q t
newðs;aÞ ¼Qt

oldðs;aÞ

þa� rt
ss0 ðaÞþc maxb2Aðs0 ÞQ

tþ1
old ðs0;bÞ�Qt

oldðs;aÞ
h i

ð14Þ

where superscripts t and t + 1 refer to the current
month and next month, respectively; and subscripts new
and old refer to the current year and previous year,
respectively. For example, combination t + 1, old
corresponds to the t + 1 (next) month in the old (previous)
year.
Based on preliminary model runs, the discount factor (c)
was set to 0.7 in this case to ensure appropriate
convergence.

1.1.1.4. Update the policy: Using the updated Q-factor in
time-step t, the agent updates its policy (release decision)
for state s using the following equation:

ptðsÞ ¼ arg maxaQtðs; aÞ ð15Þ

It most be noted that the agent’s policy in a given time
step is essentially a rule curve that specifics the best vector
of releases (from the reservoirs controlled by that agent) for
different vectors of storages in these reservoirs in that time
step. In this case, the social planner agent’s policy specifies
the best release levels from the three reservoirs for each
unique combination of storage levels in these reservoirs.

1.1.2. End loop
1.2. End loop
1.3. Evaluate policy performance: At the end of each episode,
performance of the developed policy is tested by applying
this policy in a simulation model which is run for a
sufficiently long period. To ensure that initial conditions
have no effect on the policy performance, simulations
continue until the annual revenue becomes constant. The
average annual revenue of the system over the simulation
period is then considered as a measure to evaluate the
performance of the developed policy.

2. End loop
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Fig. 4. Learning curve of the social planner agent.
Fig. 4 shows the learning curve of the social planner agent. This
curve shows how the performance of the agent’s selected policy
changes in each episode. In this numerical example, the social
planner agent could develop a policy resulting in an average
annual revenue of $163 million.

4.4. Optimal operations of partial coalitions

In absence of the grand coalition, parties might form partial
coalitions or act individually (in singleton coalitions). So, there is
a need to calculate the obtainable benefits of all possible coalitions
in the game. To find the obtainable benefits under partial coali-
tions, the best response strategies of the cooperating and non-
cooperating parties need to be identified. Given that a coalition
needs at least two members, in the example case, only one partial
coalition (with two members) is possible at a time. In this case, it is
assumed that one agent is running the reservoirs belonging to the
coalition members and another agent operates the non-coopera-
tive reservoir. So, the problem is solved in a multi-agent mode with
two agents. For example, for coalition {1,3}, one agent is assigned
to reservoirs 1 and 3 and another agent is assigned to reservoir 2
(Fig. 5). The first agent maximizes the overall revenue of the coali-
tion, while the other agent is maximizes its benefit from reservoir
2. In this case, the state of agent 1 is the vector of storages of res-
ervoirs 1 and 3 and its action is the vector of releases of reservoirs 1
and 3. Storage of reservoir 2 and its release are the state and action
of agent 2. The maximum obtainable benefit of the two sides
occurs at the non-cooperative Nash equilibrium in which both par-
ties are using their best response strategies.

The learning process is the same as in the social planner condi-
tion. The only difference is that here there are multiple (two in this
case) agents. Same as in the social planner mode, in this numerical
example, the learning procedure included 100 episodes, each one
containing 35 years of simulations. Here, the learning process for
the partial coalition mode is explained for an example case where
coalition {1,3} operates against singleton coalition {2}.

1. For each episode (n = 1, . . .,100)
1.1. For each year (y = 1, . . .,35)

1.1.1. For each month (t = 1, . . .,12)
1.1.1.1. Take action: Agent 1 (representing operators 1

and 3) takes action a1. The action is a vector of releases
from reservoirs 1 and 3. At the same time, agent 2 (operator
2) takes action a2, which is the release from reservoir 2.
Actions are made based on the e-greedy method explained
earlier.
Fig. 5. Multi-agent operations for coalition of operators 1 and 3 against operator 2.
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Fig. 7. Multi-agent operations in the fully non-cooperative mode.
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Fig. 8. Learning curves of the three agents in the fully non-cooperative mode.
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1.1.1.2. Calculate the immediate reward: Assuming that
agent i is in state si and will go to state s0i by taking action ai,

the feedback of action ai rt
i;sis0i

� �
is calculated using Eq. (16):

rt
i;sis0i
¼

X
j¼1;3

bt
i � Rt

ij; i ¼ 1

X
j¼2

bt
i � Rt

ij; i ¼ 2

8>><
>>:

ð16Þ

1.1.1.3. Update the Q-factor: Having the feedback
calculated in step 1.1.1.2, each agent i updates its Q-factor
using the following equation:

Qt
inew
ðsi; aiÞ ¼ Qt

iold
ðsi; aiÞ

þ a� rt
i;si s0i
ðaiÞ þ c maxb2Aðs0

i
ÞQ

tþ1
iold
ðs0i; bÞ � Qt

iold
ðsi; aiÞ

h i
; 8i

ð17Þ

Based on preliminary model runs, the discount factor
(c) was set to 0.9 in this case to ensure appropriate
convergence.

1.1.1.4. Update policy: Using the updated Q-factor, each
agent’s policy is updated using the following equation:

pt
i ðsiÞ ¼ arg maxaQtðsi; aÞ; 8i ð18Þ

1.1.2. End loop
1.2. End loop
1.3. Evaluate policy performance: Similar to the previous
case, at the end of each episode, performance of the
developed policies are tested by applying these policies in
a simulation model which is run for a sufficiently long
period. To ensure that initial conditions have no effect on
policy performance, simulations continue until the annual
revenues become constant. The total average annual
revenues of reservoirs 1 and 3 over the simulation period
is considered as a performance measure for agent 1 to
evaluate its policy performance, and the average annual
revenue of reservoir 2 over the simulation period is used by
agent 2 to evaluate the performance of its policy.

2. End loop
ble 4
tainable benefits of each reservoir for different levels of cooperation ($ million).

Optimization model Coalitions Optimization model Reservoir 1

Three-agent RL {1}, {2}, {3} Three-agent RL 89.09

Two-agent RL {1,2} and {3} Two-agent RL 76.49
{1,3} and {2} Two-agent RL 73.27
{2,3} and {1} Two-agent RL 89.91

Single-agent RL {1,2,3} Single agent RL 77.34
Fig. 6 shows the learning curves of agent 1, in charge of the
{1,3} coalition and agent 2, operating reservoir 2. This figure shows
how the two agents develop their best response strategies over
time in the competitive environment. Agent 1, has found a policy
with a total average annual revenue of $90.18 million for reservoirs
1 and 3, while agent 2 has selected a policy leading to average
annual revenue of $43.11 million for reservoir 2. The total obtained
benefits in this case is $133.29 million per year which is 82% of the
total obtainable benefits in the social planner (full cooperation)
mode.

The learning outcomes of other partial coalitions can be evalu-
ated similarly. The obtainable revenue of each reservoir through
partial coalitions is report in Table 4.

4.5. Optimization in the non-cooperative mode (singleton coalitions)

In the non-cooperative mode, three independent agents operate
the system by making uncoordinated decisions in a competitive
environment. Each agent is responsible for only one reservoir
(Fig. 7). The learning process is exactly the same as the process
explained for partial coalitions in Section 4.4. The only difference
is that in this case there are three agents (instead of two) that make
Reservoir 2 Reservoir 3 Total % Of the total achievable benefits

20.89 20.61 130.6 80

50.4 30.47 157.36 97
43.11 16.91 133.29 82
41.35 15.23 146.49 90
57.01 28.66 163.01 100



740 K. Madani, M. Hooshyar / Journal of Hydrology 519 (2014) 732–742
decisions simultaneously. The action of agent i is the release from
reservoir i and its state is storage in that reservoir. The learning
process in this condition also involved 100 episodes, each contain-
ing 50 years. The discount factor (c) was set to 0.7 to ensure
convergence.

Fig. 8 indicates the learning curves of the three agents in the
non-cooperative mode. Agents 1, 2 and 3 managed to develop best
response policies that lead to $80.09 million, $20.89 million, and
$20.61 million in average revenue per year at the non-cooperative
Nash equilibrium. The overall revenue of the system in this case is
$130.6 million per year which is about 80% of the total obtainable
revenue in social planner condition.

Comparison of Figs. 4, 6 and 8 suggests that convergence time is
correlated with the size of the state–action space as the fastest con-
vergence occurs in the non-cooperative mode with the smallest
state–action space and the slowest convergence occurs in the social
planner (fully cooperative) mode with the biggest state–action space.
Table 6
Application of the plurality rule to the cooperative allocation solutions (lower ranks
are more desirable).

Allocation method Gain ($ million) Rank

Operator 1 Nash–Harsanyi 99.90 1
Shapley 98.67 2
4.6. Game theoretic allocations

Table 4 shows the average annual obtainable benefit from each
reservoir under different levels of cooperation. The maximum total
gain is possible under the grand coalition when operation strate-
gies are fully coordinated. In this case, the total obtainable benefit
of the system is 20% more than the non-cooperative case in which
operation strategies are uncoordinated. Partial coalitions can also
result in some incremental benefits, depending on which operators
form the coalition. The maximum obtainable benefit through par-
tial coalition occurs under coalition {1,2}, reflecting the lower level
of contribution by operator 3 to the grand coalition in comparison
to the other two operators.

Looking at the obtainable benefits of each reservoir under dif-
ferent levels of cooperation, one can realize why the social plan-
ner’s (system’s optimal) solution is not stable in practice (Madani
and Dinar, 2012; Read et al., 2014). When maximizing social wel-
fare, the central planner is not concerned about the gains of the
individuals as the main objective is to maximize the system’s ben-
efits regardless of how welfare is distributed among the individu-
als. In this case, some members of the system might need to
sacrifice individual benefits to help with materializing the social
planner’s (system’s) objective. For example, in order to achieve
the maximum system benefits, operator 1 should reduce its bene-
fits by $11.75 million. Therefore, this player has no incentive to
participate in the grand coalition. For the same reason, this opera-
tor has no incentive to join any partial coalition, making coalitions
{1,2,3}, {1,2} and {1,3} infeasible. The only remaining non-single-
ton coalition is {2,3} which cannot be formed because for this coa-
lition to form, operator 3 has to be willing to accept lower benefits
than the status quo. This means that in this example rational oper-
ators will not accept the system’s optimal solution and will prefer
to operate in the fully non-cooperative mode, resulting in the non-
cooperative Nash equilibrium.

However, if utility is transferrable, side payments might create
cooperation incentives to stabilize the grand coalition. In this case,
the main challenge is to find the fair and efficient levels of side-
payments. CGT solution methods can address this challenge and
help determining the appropriate shares of the agents from the
Table 5
Calculated shares of the cooperating parties from the grand coalition based on
different cooperative game theory methods (million $).

Method Operator 1 Operator 2 Operator 3 Total

Nash–Harsanyi 99.90 31.70 31.42 163.01
Shapley 94.44 43.54 25.04 163.01
Nucleolus 98.67 35.97 28.37 163.01
incremental benefits of cooperation. In order to calculate these
shares, CGT solutions must not only consider the parties’ gains
under the status quo, but also their gains under partial coalitions
and their levels of contribution to the grand as well as partial coali-
tions. While collecting this information has been challenging in
multi-agent multi-period problems, application of the suggested
RL method helped obtaining this information (Table 4), as
explained in Sections 4.3–4.5. Thus the CGT method explained in
Section 2 can be applied to calculate the fair and efficient alloca-
tions of the obtainable benefits under cooperation.

Table 5 shows the suggested shares of the cooperating opera-
tors from the grand coalition based on the Nash–Harsanyi, Shapley
and Nucleolus methods. The amount of side-payments can be cal-
culated based on these allocation solutions. For example, based on
the Nash–Harsanyi solution, operator 2 has to pay $22.56 (99.9–
77.34) million per year to operator 1 and $2.76 (31.42–28.66) mil-
lion per year to reservoir 3 to convince them to stay in the grand
coalition, resulting in win–win solutions for all parties.

4.7. Stability assessment

All the allocation solutions presented in Table 5 belong to the
core of the cooperative game. So, theoretically they leave no incen-
tive for the operators to depart from the grand coalition to act
independently or in partial coalitions. Nevertheless, parties have
different preferences over the proposed allocation solutions which
have been developed based on different notions of fairness. There-
fore, there is a need to evaluate the acceptability (stability) of the
allocation solutions to find the best solution in this case. Here,
the stability of the allocation solutions is evaluated using three
commonly used stability analysis methods.

4.7.1. Plurality
The plurality method (Sheikhmohammady and Madani, 2008) is

the easiest method for evaluation of the acceptability of allocation
solutions (Dinar and Howitt, 1997; Madani and Dinar, 2012;
Madani et al., 2014c). As a social choice rule (Madani et al.,
2014b), this qualitative voting method selects the favorite option
of the majority as the socially optimal solution. In this example,
each player prefers the allocation solution which results in a higher
gain. Table 6 shows how the three operators rank the allocation
solutions. According to this table, the Nash–Harsanyi solution
method is the most popular (potentially acceptable) method with
two supporters (operators 1 and 3).

4.7.2. Propensity of disrupt
Socially optimal solutions are not necessarily feasible in prac-

tice (Read et al., 2014; Asgari et al., 2014), especially when the
stakeholders’ powers are heterogonous (Madani et al., 2014c). To
address this fact, the stability analysis can be complemented by
application of quantitative methods that carefully consider the
Nucleolus 94.44 3

Operator 2 Nash–Harsanyi 31.70 3
Shapley 35.97 2
Nucleolus 43.54 1

Operator 3 Nash–Harsanyi 31.42 1
Shapley 28.37 2
Nucleolus 25.04 3

Selected method Nash–Harsanyi
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power distribution of players. Propensity to disrupt (PTD) (Gately,
1974) is a commonly used quantitative method (Straffin and
Heaney, 1981; Dinar and Howitt, 1997; Teasley and McKinney,
2011; Madani and Dinar, 2012; Asgari et al., 2014) to evaluate
the stability of game theoretic allocations with respect to the coop-
erating agents’ powers in the grand coalition. Based on the PTD
concept, an agent has a stronger negotiation power when its con-
tribution to the grand coalition is relatively higher than the contri-
butions of other agents. The PTD of operator i is defined as the ratio
of what the other operators would lose if this operator leaves the
grand coalition to what this agent will lose if it leaves the grand
coalition:

PTDi ¼
P

j–iu
�
j � vðN � figÞ
u�i � vðiÞ ð19Þ

The higher the PTD of an operator, the higher its power and the
lower its willingness to cooperate. Table 7 shows the PTD of the
operators under different allocation schemes. Based on this table,
the Nucleolus method is not stable as it results in relatively high
PTDs for all agents. Selection of the more stable solution out of
the Shapley and Nash–Haranyi solutions would be challenging
based on the PTD method. While Nash–Harsanyi results in lower
PTDs for operators 1 and 3, it results in a higher PTD for operator
2. The opposite is true for the Shapley solution. Therefore, based
on the PTD concept, both Nash–Harsanyi and Shapley solutions
can be selected as potentially stable solutions out of the suggested
allocation solutions to the study problem.
4.7.3. Stability index
Stability index, or coefficient of variation of agents’ power indi-

ces, is another commonly used quantitative indicator of the stabil-
ity of allocation solutions (Dinar and Howitt, 1997; Teasley and
McKinney, 2011; Madani and Dinar, 2012; Madani et al., 2014c;
Read et al., 2014). The power index of operator i (ai) is defined as
the ratio of the operator i’s loss if it leaves the grand coalition to
Table 8
The power index of each player using different institution (higher power index shows
a higher willingness to cooperate).

Allocation method Gain ($ million) Power index

Operator 1 Nash–Harsanyi 99.90 0.3
Shapley 98.67 0.3
Nucleolus 94.44 0.2

Operator 2 Nash–Harsanyi 31.70 0.3
Shapley 35.97 0.5
Nucleolus 43.54 0.7

Operator 3 Nash–Harsanyi 31.42 0.3
Shapley 28.37 0.2
Nucleolus 25.04 0.1

Table 7
Propensity to disrupt (PTD) of the operators under different allocation schemes (lower
PTD shows higher willingness to cooperate).

Allocation method Gain ($ million) PTD

Operator 1 Nash–Harsanyi 99.90 0.6
Shapley 98.67 0.8
Nucleolus 94.44 2.2

Operator 2 Nash–Harsanyi 31.70 3.8
Shapley 35.97 2.4
Nucleolus 43.54 1.3

Operator 3 Nash–Harsanyi 31.42 0.4
Shapley 28.37 1.0
Nucleolus 25.04 2.5
the summation of other operators’ losses when they leave the
grand coalition (Shapley and Shubik, 1954; Loehman et al., 1979):

ai ¼
u�i � vðiÞPn

j¼1ðu�j � vðjÞÞ
ð20Þ

The lower the power index for an operator, the lower its ten-
dency for cooperation. The stability index is reflective of the qual-
ity of power distribution (Read et al., 2014). A lower stability index
shows better (equal) distribution of powers among the cooperating
agents. Thus, the lower the stability index under an allocation
scheme, the more stable the allocation solution under that scheme.
Table 8 shows the power indices of the operators for each alloca-
tion solution. Based on the table values, Nash–Harsanyi solution
is the most stable solution because it distributes the power equally
among the operators, resulting in the stability index of zero.

Based on the stability analysis results discussed in Sections
4.7.1–4.7.3 it can be concluded that the Nash–Harsanyi solution
is the most stable among the proposed allocation solutions.
5. Conclusions

This paper proposed a new framework for developing coopera-
tive institutions to increase the efficiency of multi-agent multi-per-
iod water management problems. The proposed framework
combines reinforcement learning (RL) and cooperative game the-
ory (CGT) to address two of the main weaknesses of the dominant
approaches in the literature for maximization and distribution of
the benefits of multi-beneficiary water resource systems.

The first weakness is related to common application of social
planner (systems) approaches with the objective of maximizing
the total benefits of the system regardless of how the benefits
are shared among the beneficiaries. While the resulting solutions
from these approaches are attractive in theory, they are not easy
to implement. This is because these methods assume a perfect
cooperation among the stakeholders of the system and ignore
the dynamics of decision making at the individuals’ level. There-
fore, they do not provide the required incentives (for changing
behavior and implementing the system’s optimal solution) to the
individual agents who base their decisions on individual rationality
rather than group rationality.

Cooperative game theoretic solutions can complement the con-
ventional social planner solution by providing benefit sharing
mechanisms that provide strong incentives to individual decision
makers to facilitation cooperation in order to achieve the system’s
optimal solution. However, obtaining the required information for
application of game theoretic solutions is very challenging and can
be computationally intensive. This has resulted in the second
weakness of the previous game theoretic applications in the water
resources literature that had to make simplifying assumptions
about the achievable benefits of the parties under different levels
of cooperation. In order to fill this information gap, this study pro-
posed application of RL, which helps understanding the behavior
dynamics of the operating agents in interactive systems.

Combination of RL and CGT, as suggested by this paper, pro-
vides an opportunity to explore feasible coordination policies that
maximize the total benefits of the system while taking into
account the fair allocation of incremental benefits. To show the
applicability of the proposed framework to interactive multi-agent
multi-period water resource management problems, the suggested
game theory–reinforcement learning (GT–RL) method was applied
to a hypothetical multi-operator multi-reservoir system. The pre-
sented numerical example was relatively small in this proof-of-
concept study, but the developed framework is general and can
be applied to larger systems, involving additional decision-making
agents, objectives, decision variables, and constraints. With the
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existing computational capacity and possibility of running the Q-
learning algorithm on parallel processors, GT–RL can solve much
more complex problems in a reasonable time.

In this study, reservoir operators were assumed to have identi-
cal objectives. However, the proposed framework is applicable to
problems with heterogeneous beneficiaries who purse different
objectives and might have different power levels. In the numerical
example, reservoir inflows were assumed to be deterministic and
fixed in different time-steps. Future studies can apply the GT–RL
method to solve problems with stochastic or changing (but deter-
ministic) inflows. For such problems, the inflows must change in
each iteration with a given probability, so convergence requires
more and longer episodes. Here, utility was assumed to be trans-
ferrable, making side-payments possible to achieve the coordi-
nated operations which maximize the social welfare. Future
studies might consider solving non-transferrable utility problems
in which side-payments are not feasible and increasing benefits
is possible only through coordination of actions.
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